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The Assignment
We have to implement a system call into the Linux kernel that provides a region of shared memory where user processes can read and write data. For this we have been given pretty much all the code needed to implement the system call, we just have to put it together and think about it afterwards.
The Implementation

The System Call (listing 1 and 2)

In my implementation I have chosen to change the prototype from sys_region_mem(int, char*, int, int) to sys_region_mem(unsigned int, char*, unsigned int, unsigned int). It is generally flawed to use signed integers when dealing with arrays, buffers, memory, and similar topics. As has been seen countless times in the last few years, integer overflow exploits thrive on the misuse of signed integers. In this assignment it must be impossible to go below the region size since this would crash the kernel, and as such 0 is the absolute minimum offset size allowed. This could be solved by checking if (offset < 0), but that is a broken solution and too often some mid-calculation is missed and you have yet another exploitable overflow. Might as well make sure it can never be negative by making the integer unsigned. The length of a string or buffer is also always a positive integer. Likewise, the mode of operation can never be negative. So all of these should be unsigned int, and not just int.
I don’t do much parameter checking beyond whether the endpoint would be outside the region (line 10, 11) since copy_to/from_user() has a perfectly safe check for invalid addresses. My checks aren’t really needed either, and you could even argue they should not there at all. My version will completely disallow any read or write that tries to go beyond the region size with a negative error code, whereas if I let the call go through the user would simply get the number of bytes that couldn’t be accessed…and that is in many cases better for developers using the system call. Partial data can be better than no data, and when dealing with shared memory one is to expect partial data.
Because it is shared memory, the processes accessing it have no assurance that the data they write will be there a second after. Thus there is no need for the ability to lock an area of the memory for exclusive access across pairs of read and write calls (e.g. Lock, Read, Write, Unlock). I did play around with a mutex lock (e.g. Lock, Write, Unlock, Lock, Read, Unlock) to prevent context switches during the copy, but as I explain later in the Testing section this had no effect.

Another minor change is the flag to mode name. Flag makes one think of a bitfield which this is certainly not, while mode is mode of operation; more logic.
Otherwise the system call code is pretty much what was handed out on the course site. I moved the REGION_SIZE definition to the header, since programs might want to know how large the region is. I also put (parentheses) around all definitions for good practice. This is to combat seemingly unexplained errors that often arise when using macros with complex code; you can never put too many parentheses.
The system call will return any of: -EPERM, -EFAULT, 0, or a positive integer indicating how many bytes could not be written/read. 0 means no error.

The Test Program (listing 3)
Here I again built upon the code from the course site, but modified it quite a bit more. One glaring line of bad practice was char *in = “Hello region”, which I changed to a proper malloc()/free() pair.
I forked the program to test threaded access to the region. Some might say I should clear the buffer before reading into it during the loops, but since I check whether the read was erroneous this is not needed.
More detail about how the test program works follows in the next section.
The Testing Phase
Tests 0 and 6 performs all-round valid calls to region_mem(), with write and read mode respectively. These are expected to return 0, and they do.

Tests 1 and 7 pass the buffer as being at address 0xF0000000. These are expected to fail by returning the number of bytes that could not be written/read, in this case 42, and they do.

Tests 2 and 8 pass the mode of operation as 43210 which is invalid. These are expected to fail with error -EPERM (-1, Operation not permitted), and they do.
Tests 3 and 9 attempt to set the length to 0xF0000000 (4026531840), which is vastly beyond the region size and thus will not be permitted. Expected to return -EFAULT (-14, Bad address), and they do.
Tests 4 and 10 try to use a negative integer, -1024, as offset. Because the function only accepts unsigned integers it is really passed as the value 4294966272, which is also beyond the region size. Expected to return -EFAULT (-14, Bad address), and they do.

 Tests 5 and 11 pass an address 1024 byte below the buffer as the buffer. This does not cause an error in my test case since that address is most likely still within the programs address space, so copy_to/from_user() will allow the copy. Returns 0 as expected.
Tests 12 and 13 is a combined write-then-read test to see if it even working. Returns 0 on both accounts, and the string read is the same as the written one, as expected.
Then comes the overlap testing to see what happens when two processes use the same address space in the region. I ran 15000 iterations per process, and the average overlap seems to be 5 per process. These are clean overlaps, in the sense that the output only overlap in one place (e.g. “Hello regionHello region, this is your mot”) and not multiple places (e.g. “Hello regionHello region, thi.her calling.”). So there is no evidence that context switches are taking place during the copy_to/from_user() call, only before or after. I did try whether a mutually exclusive semaphore lock (mutex) would make a difference, but it doesn’t. Reading the copy_to/from_user() code it also states that the function may sleep, and the asm code is declared volatile, so it must be performing atomic accesses thus any extra locking has little effect. Also tried with a longer string (about 2 KiB) in case my test string was too small and fast to copy, but got the same result.
	Output from the test program

	Write tests:

Test  0: 0

Test  1: 42

Test  2: -1

Test  3: -14
Test  4: -14
Test  5: 0

Read tests:

Test  6: 0

Test  7: 42

Test  8: -1

Test  9: -14
Test 10: -14
Test 11: 0

Write then read:

Test 12: 0

Test 13: 0

Test 12,13: 0

Overlap testing:

0, 3668, , this is your mother calling.her calling.

187, 2819, Hello regionHello region, this is your mot

187, 10603, Hello regionHello region, this is your mot

0, 13775, , this is your mother calling.her calling.

0, 14532, , this is your mother calling.her calling.

Overlaps for 0: 3

Overlaps for 187: 2

	Result: Works as expected.


The Conclusion
Surprisingly little code that’s needed to implement a fairly useful system call, and it could be even less if I let copy_to/from_user() handle errors. Also surprising that copy_to/from_user() seems to be atomic, though I’m not 100% sure about that. But otherwise everything is as expected.

Source Listing 1: The System Call Implementation
	 1
	#include "linux/kernel.h"

	 2
	#include "linux/unistd.h"

	 3
	#include "region_mem.h"

	 4
	

	 5
	//DECLARE_MUTEX(rm_mutex);

	 6
	

	 7
	int sys_region_mem(unsigned int mode, char *buf, unsigned int offset, unsigned int length) {

	 8
	    static char region[REGION_SIZE];

	 9
	    

	10
	    if ((offset >= REGION_SIZE) || (length > REGION_SIZE) || (offset+length > REGION_SIZE))

	11
	        return -EFAULT; // Operation would have gone out of bounds

	12
	    else if (length == 0)

	13
	        return 0; // Nothing to copy, so stop here. Not an error, though.

	14
	

	15
	    /*if (down_interruptible(&rm_mutex))

	16
	        return -EINTR;*/

	17
	    

	18
	    if (mode == REGION_MEM_READ) {

	19
	        return copy_to_user(buf, region+offset, length);

	20
	    } else if (mode == REGION_MEM_WRITE) {

	21
	        return copy_from_user(region+offset, buf, length);

	22
	    }

	23
	    //up(&rm_mutex);

	24
	    

	25
	    return -EPERM;

	26
	}


Source Listing 2: The System Call Header
	 1
	#ifndef _LINUX_REGION_MEM_H

	 2
	#define _LINUX_REGION_MEM_H

	 3
	

	 4
	#define REGION_MEM_READ (1)

	 5
	#define REGION_MEM_WRITE (2)

	 6
	#define REGION_SIZE (1024*1024)

	 7
	

	 8
	extern int sys_region_mem(unsigned int a, char* b, unsigned int c, unsigned int d);

	 9
	

	10
	#endif


Source Listing 3: The Test Program
	1
	#include "./include/asm/arch/unistd.h"

	2
	#include <sys/types.h>

	3
	#include <stdio.h>

	4
	#include <errno.h>

	5
	#include "./arch/um/include/region_mem.h"

	6
	

	7
	_syscall4(int, region_mem, unsigned int, mode, char*, buf,

	8
	
unsigned int, offset, unsigned int, length);

	9
	

	10
	#define LOOPS
(15000)

	11
	#define TEXT
("Hello region, this is your mother calling.")

	12
	

	13
	int main() {

	14
	    char *buffer = (char *)malloc(sizeof(char), 4096);

	15
	    pid_t cpid=0;

	16
	    unsigned int i=0, o=0, len=0;

	17
	    int e=0;

	18
	

	19
	    buffer = strcpy(buffer, TEXT);

	20
	    len=strlen(buffer);

	21
	    

	22
	    // Write tests

	23
	    printf("Test  0: %i\n", region_mem(REGION_MEM_WRITE, buffer, 1036, len));

	24
	    printf("Test  1: %i\n", region_mem(REGION_MEM_WRITE, 0xF0000000, 1036, len));

	25
	    printf("Test  2: %i\n", region_mem(43210, buffer, 1036, len));

	26
	     printf("Test  3: %i\n", region_mem(REGION_MEM_WRITE, buffer, 1036, 0xF0000000));

	27
	    printf("Test  4: %i\n", region_mem(REGION_MEM_WRITE, buffer, -1024, len));

	28
	     printf("Test  5: %i\n", region_mem(REGION_MEM_WRITE, buffer-1024, 1024, len));

	29
	

	30
	    // Read tests

	31
	    printf("Test  6: %i\n", region_mem(REGION_MEM_READ, buffer, 1036, len));

	32
	    printf("Test  7: %i\n", region_mem(REGION_MEM_READ, 0xF0000000, 1036, len));

	33
	    printf("Test  8: %i\n", region_mem(43210, buffer, 1036, len));

	34
	     printf("Test  9: %i\n", region_mem(REGION_MEM_READ, buffer, 1036, 0xF0000000));

	35
	    printf("Test 10: %i\n", region_mem(REGION_MEM_READ, buffer, -1024, len));

	36
	    printf("Test 11: %i\n", region_mem(REGION_MEM_READ, buffer-1024, 1024, len));

	37
	

	38
	    // Write then read

	39
	    buffer = strcpy(buffer, TEXT);

	40
	    printf("Test 12: %i\n", region_mem(REGION_MEM_WRITE, buffer, 0, len));

	41
	    printf("Test 13: %i\n", region_mem(REGION_MEM_READ, buffer, 0, len));

	42
	    printf("Test 12,13: %i\n\n", strcmp(buffer, TEXT));

	43
	

	44
	    //return 0;

	45
	    


...continues on next page...

Source Listing 3 continued…
	46
	    cpid = fork();

	47
	    

	48
	    if (cpid == 0) {

	49
	        for(i=0;i<LOOPS;i++) {

	50
	            buffer = strcpy(buffer, TEXT);

	51
	            if ((e=region_mem(REGION_MEM_WRITE, buffer, 1036, len)) != 0)

	52
	                printf("%u w %u = %i\n", cpid, i, e);

	53
	            if ((e=region_mem(REGION_MEM_READ, buffer, 1036, len)) != 0)

	54
	                printf("%u r %u = %i\n", cpid, i, e);

	55
	            if (strcmp(buffer, TEXT)) {

	56
	                printf("%u, %u, %s\n", cpid, i, buffer);

	57
	                o++;

	58
	
    }

	59
	        }

	60
	    } else {

	61
	        for(i=0;i<LOOPS;i++) {

	62
	            buffer = strcpy(buffer, TEXT);

	63
	            if ((e=region_mem(REGION_MEM_WRITE, buffer, 1024, len)) != 0)

	64
	                printf("%u w %u = %i\n", cpid, i, e);

	65
	            if ((e=region_mem(REGION_MEM_READ, buffer, 1024, len)) != 0)

	66
	                printf("%u r %u = %i\n", cpid, i, e);

	67
	            if (strcmp(buffer, TEXT)) {

	68
	                printf("%u, %u, %s\n", cpid, i, buffer);

	69
	                o++;

	70
	            }

	71
	        }

	72
	    }

	73
	

	74
	    printf("Overlaps for %u: %u\n", cpid, o);

	75
	

	76
	    free(buffer);

	77
	    return 0;

	78
	}


Page 1 of 7

